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��Executive Summary

SecureFast Virtual Networking is the synthesis of today's internetworking technology with the switching technology of the future. Of the many things SecureFast Virtual networking provides, its two main contributions are that it solves the issues plaguing information technology providers, and also addresses the business problems many chief information officers  face today. An advanced solution that is required must satisfy not only the technology experts, it must also address the core of every corporation's goals as well.



Minimizing cost of ownership, securing sensitive information and providing a solution for network cost recovery based on actual usage are the important business goals that most organizations strive for. The network is the business. Until now, a fully integrated solution has not been available. Cabletron's SecureFast Virtual Networking minimizes cost of owner-ship by automating management of the system, securing sensitive information by providing policy-based access rules and providing cost-recovery tools based upon real-time call accounting.



Due to the efforts of the most dedicated engineering staff in the industry, Cabletron Systems is able to offer the most advanced switching system solution ever. Along with a background tutorial on IP host communications in bridged and routed networks, this paper will describe to the IP knowledgeable person the internal working of the industry's only truly ingenious connection-oriented switching system—SecureFast Virtual Networking.

1.0  Introduction

This paper will describe the communication behavior of IP hosts in bridged, routed and SecureFast switched networks. The route determination and address resolution behavior of hosts and their interaction with internetworking devices in these networks will also be explored.



In addition, this paper will detail how IP hosts may be easily configured to communicate seamlessly in a SecureFast Virtual Network regardless of their IP network address. Host com�munication in the SecureFast Virtual Network will occur with the plug-and-play ease of bridging and the scalability, stability and broadcast firewall security previously attributed to routers. The SecureFast Virtual Network also provides the network with usage accounting, centrally administrated access control and location independent access abilities seen only before with telephone switches.



The Primary steps for IP host communication are:



•  Route Determinaton

•  Address Resolution

1.1  Route Determination

During the route determination process, the host or sender determines whether the destination or receiving system is on a network that the host is directly connected to, or if that receiving system is on a remotely connected network accessible through a gateway (or router) or multiple gateways (or routers).



By performing this route determination process, the host is then able to determine whether it may transmit the frame directly to the destination, or if it must forward the frame to a next-hop gateway (router) in order to reach the desired destination.



Once this route determination is made, the host must resolve the MAC layer address of the device that the frame will be transmitted to in order to properly address the frame for the desired media. If the host-sender determines that it can transmit the frame directly to the destination, the host-sender must then resolve the MAC address of the actual IP destination. 

If the host determines that it must send the frame to a next-hop gateway (which in turn will forward the datagram to its final destination), the host-sender then has the responsibility of re-solving the MAC address of that next-hop gateway.

1.1.1  IP Address Classes and Network Masks

An Internet address space is composed of three primary classes of IP addresses:  Class A, B and C (Table 1).  Each Class of Internet Protocol address has a network portion and a host portion. In Table 1, the bits of the network portion are represented with the letter "n" and the bits of the host portion are represented with the letter "h". Class "A" addresses have 7-bits to define network addressses, and use 24-bits for defining host addresses per network. Class "B" addresses have 14-bits for defining network addresses and use 16-bits for defining host addresses per network. Class "C" addresses then use 21-bits for defining network addresses with 8-bits for defining host addresses per network.



Table 1. Internet Protocol Address Classes
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A network mask is a consecutive series of ones (1s) which correspond to the bits of the network portion of a 32-bit IP address. The natural network mask is the default mask for the Class of the Internet Protocol network number in use.



The natural mask for each network class (A,B,C) is 8-bits (255.0.0.0), 16-bits (255.255.0.0), and 24-bits (255.255.255.0), respectively.



Many organizations, whether using Class A or Class B networks, find it desirable to group the rather large number of host addresses into smaller groups or subnets to segment the organization's network; thereby creating smaller, logical networks within an organization's class network.  As such, a subnet mask is a consecutive series of ones (1s) which correspond to the bits of the network portion, as well as the individual bits of the host portion that the organization wishes to use in defining subnets. When masking the subnet, most organizations use adjoining bits starting from the high-order bits of the host portion to make it easier when defining subnets.



Note: While non-adjoining bit masking is possible, this method is much more difficult when dealing with hosts and subnets due to the non-consecutive decimal values left after the bit conversion.



For example, an organization wanting to segment its Class B network 150.150.0.0 into 254 subnetworks with 254 hosts per subnetwork, would configure the routers and hosts on their network with a full three byte network mask (255.255.255.0).  This mask would then transform the "h" (host) bit position representation of this particular Class B address from:



		10nnnnnn . nnnnnnnn . hhhhhhhh . hhhhhhhh

into

		10nnnnnn . nnnnnnnn . sssssssss . hhhhhhhhh



where the letter "s" represents the bits of the host portion, now redefined as subnet bits.



Therefore, the organization's Class-B network could have up to 254 subnets ranging from 150.150.1.0 through 150.150.254.0, with host addresses of 1 through 254 on each of the 254 individual subnets.



Note: While 2 hosts having the same host portion could exist, they would be on different subnets (thus, making them unique). For example: host 10 on subnet 40 would have an address of 150.150.40.10 , and host 10 on subnet 30 would have an address of 150.150.30.10 .

1.1.2  Route Determination Logic

The route determination process decides whether the IP destination is local or remote.



A local destination is a target host whose IP address is within the same network or subnet address space of the source host.  The source host can then communicate with a local des-tination, provided they are both on the same physical, or repeated/bridged network.



A remote destination is a target host whose IP address is outside of the network or subnet address space of the source host. Remote destinations normally require that the source host's packets traverse one or more routers in order to communicate with the destination.



Actual route determination then consists of three variables: 1) The destination's IP address; 2) The source’s IP address; and 3) The source’s network mask.



The source host will then use the following logic in the next-hop determination for network routes:



IF (the bitwise AND of the destination's IP address and the source's network mask) equals (the bitwise AND of the source's IP address and the source’s network mask)

THEN

it is assumed that the source host and the destination host are physically attached to the same network or subnet and that the source host may send packets directly to the destination

ELSE

the source host must perform a next-hop gateway lookup for the destination network and the source host must send the packets to the destination host via the gateway or router



First, the source must perform a bitwise AND of the destination’s IP address with the source’s network mask which will produce the destination network as a result. The source host must also perform a bitwise AND of the source’s IP address with the source’s network mask which will produce the source network as a result. The source host must compare the results to determine if the destination network is equal to the source network.



If the results are equal, the destination network is equal to the source network, the host may transmit the frame directly to the destination host. The destination host is considered local, therefore, the source host must resolve the destination’s IP address to a MAC address so that the packet can be physically sent to the destination host.



If the results are not equal, the destination network is not equal to the source network, the source host considers the destination host to be remote. Therefore, the source host must perform a next-hop gateway lookup in its routing table using the destination network result from the calculation above.



If the source host does not find a match, the host will drop the IP datagram, and in some cases will report a "network unreachable" message to the user.

1.2  Address Resolution

As stated above, in the event that the source host determines that it can transmit the IP datagram to the desired destination (or a next-hop gateway), the source host must also resolve the destination's IP address to a MAC layer address.  IP hosts resolve IP addresses to MAC addresses using the Address Resolution Protocol (ARP).

As a host goes through this IP-to-MAC resolution process, it will then store them locally as entries in a table, which are periodically purged from the system as they age.



Prior to going through the ARP, the source host will first search its own local IP-to-MAC address cache for a match on the destination's IP address. If a match is discovered already within its local cache, the ARP will not be enacted and the locally resolved MAC address will be used as the destination address in the Data Link Layer framing.

1.2.1  Address Resolution Protocol Operation

The ARP consists of both an ARP Request and an ARP Reply. The source host performs a MAC-level broadcast, ARP request, with the IP address of the target host in the datagram with the target MAC portion of the datagram set to zeros. All hosts who are on the media or broadcast domain will receive the ARP broadcast and check to see if the target IP address matches their configured IP address. If it does, the target host responds with a unicast ARP reply—already having its IP and MAC address filled in. The target host may also learn the IP and MAC address of the source from the broadcast frame and place that information in its own IP-MAC address cache.



If the source host does not receive an ARP Reply from the target host (either the actual IP destination or a router running proxy ARP (See section 3.1.2 for details on proxy ARP) that is answering the ARP Request on behalf of a remote host), the source host will drop the IP datagram, and in some cases will report a "destination unreachable" message to the user.

1.3  IP Host Communication Examples

The first example describes the route determination process for two hosts on the same Class B network with each using the Class B natural network mask. The second example will describe the route determination process for two hosts on two different Class B networks, with each using the Class B natural network mask.

�1.3.1  Example 1

In figure 1, host A is the source which is attempting to Telnet to host B, the destination.

�

Figure 1: Two hosts on the same physical wire with each using an IP address within the same Class B network and each using the natural network mask.

Host A begins the Telnet connection attempt to host B with the route determination process.



First, host A must perform a bitwise AND of the destination address, 150.150.2.20, with the

source IP mask, 255.255.0.0.
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The result of the IP destination address and IP source mask bitwise AND is the destination network number 150.150.0.0.



Next, host A must perform a bitwise AND of its address with its mask.
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The result of the IP source address and IP source mask bitwise AND is in fact the source network number 150.150.0.0.



The source, host A, then compares the destination network number, 150.150.0.0, with the source network number 150.150.0.0, and determines that they are the same. Therefore, A considers B to be local, and the two may communicate directly on the local wire. Host A checks its local IP-to-MAC address cache for host B's MAC address, doesn't find a match, and broadcasts an ARP Request on the local wire using host B's IP address as the target address.

�Host B then hears this ARP request (and has the option of updating its IP-to-MAC address cache with A's IP and MAC address). Host B discovers that host A is requesting its MAC address because the target IP address matches host B's configured IP address and decides that it should reply. Host B then transmits a unicast ARP Reply to host A. Host A receives the unicast ARP Reply, updates its IP-to-MAC address cache with host B's IP and MAC addresses, and initiates the Telnet connection.

1.3.2  Example 2

In figure 2, host A is attempting to Telnet to host C, but host C is on a different Class B network.
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Figure 2: Two hosts on the same physical wire with each using an IP address from different Class B networks and each using the natural mask.



Host A begins the Telnet connection attempt to host C with the Route Determination Process.



First, host A must perform a bitwise AND of the destination address, 150.150.1.30, with the source IP mask, 255.255.0.0
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The result of the IP destination address and IP source mask bitwise AND is the destination number network number 150.151.0.0.



Next, host A must perform a bitwise AND of its address – 150.150.1.10 with its mask.

� EMBED Word.Picture.6  ���

The result of the IP source address and IP source mask bitwise AND is the source network number 150.150.0.0.

�The source, A, compares the destination network number, 150.151.0.0, with the source network number 150.150.0.0, and determines that they are different. Therefore, A considers C to be remote and the two may NOT communicate directly on the local wire. Host A must perform a route table search to determine the next-hop gateway for the destination network 150.151.0.0.



In Figure 2, device X is a router with one interface attached to the same media that host A and C are attached to. X's single interface is configured with the primary address – 150.151.1.1 and the secondary address – 150.150.1.1. Each address uses the Class B natural mask – 255.255.0.0. For hosts A and C to communicate, their packets must traverse router X. If X is advertising its attached networks through a dynamic routing protocol, hosts A and C may dy-namically learn to which networks X is a gateway. Otherwise, hosts A and C must be statically configured to know that X is a gateway to one another's networks.



Whether knowledge of X is dynamic or static, host A's route table will look like this:
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Host C's route Table will look like this:
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* A host’s routing table normally has an entry that lists the host’s IP address as the gateway to the IP network that the host is logically on.



Host A's route table search of the next-hop gateway for the destination network 150.151.0.0 will return the result ��– 150.150.1.1 . If host A looks in its IP-to-MAC address cache and doesn't find an entry for 150.150.1.1, host A will broadcast an ARP Request for 150.150.1.1's MAC address. After resolving 150.150.1.1's MAC address, host A will transmit a packet to initiate the Telnet session with host C. Host A will use the router’s MAC address as the destination in the MAC header while preserving the true IP destination address in the enclosed IP datagram.
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Router X will receive the packet from host A because the packet is MAC addressed to it. Router X will also remove the IP datagram from the packet and perform a route table search for the destination IP address. Router X will determine that the destination network for the destination IP address is attached to one of its interfaces. Router X will attempt to resolve the MAC address of the IP destination by checking its local IP-to-MAC address cache for that interface. If router X doesn't find a match, it will broadcast an ARP Request for C's MAC address. The ARP Request broadcast from router X will be sourced from 150.151.1.1 .



Host C hears the broadcast ARP Request from router X (and may update its IP-to-MAC address cache with router X's IP and MAC address). Host C then discovers that router X is requesting its MAC address and decides that it should reply because the target IP address matches host C's configured IP address. Host C transmits a unicast ARP Reply to router X, which receives, then updates its IP-to-MAC address cache with C's IP and MAC addresses, and forwards the Telnet initiate packet to host C on host A's behalf with the following framing:
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�Host C receives the Telnet initiate request from host A (because the data-link frame is MAC addressed to it) through router X and responds back to host A via router X with the following framing:
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Router X receives host C's response at the data link layer and forwards the IP datagram to host A with the following framing:
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The conversation between host A and host C continues with router X as the intermediary.



All three devices must perform route table searches before transmitting each IP datagram. The router must re-frame the MAC encapsulation for each IP datagram before transmitting each MAC packet.



Note:  As an IP packet traverses the routed network from host to gateway to host, the network layer addresses do not change (only the physical/MAC layer addresses change to match the interface address of the packet transmitter and receiver for the "local" subnet).

2.0  IP Host Communication in a Bridged Network

The communication behavior for IP hosts in bridged networks is the same for hosts on repeated LANs or on a single, physical wire because these networks operate below the IP Network Layer. This network is the most straightforward because the intermediate systems (repeaters and most bridges) do not need to manipulate the Data Link Layer frame for host-to- host communication. Translational bridges may need to re-frame the Data Link Layer to bridge between dissimilar network types (i.e. Ethernet to FDDI), but typically they do not use Network Layer knowledge in the re-framing. 

2.1  Route Determination in the Bridged Network

In a bridged network, if a source host determines that the destination network for an IP des-tination address is not equal to the network of the source host, the source host has no next-hop gateway to transmit the frame to, regardless of any statically configured entries in the routing table. This means that even if the hosts’ Data Link Layers can communicate on the physical media level, they may not communicate at the Network Layer because of logical constraints (i.e. different logical networks).



Therefore, a host whose address is contained within the address space of one network or sub-network may not communicate with a host whose address is contained within another address space without a router present.

2.1.1  Network Masks

All the IP hosts in a bridged network must be configured with the default or natural mask for the IP address Class in use (255.0.0.0 for Class A, 255.255.0.0 for Class B or 255.255.255.0 for Class C). If a host is configured with a subnetwork mask for the IP Class network that is logically without a router, that host will only be able to communicate with hosts in that same IP Class network having the same subnetwork mask.



2.2 Address Resolution in the Bridged Network

Address Resolution in the bridged network behaves as described in sections 1.2 and 1.2.1. As a result of the route determination process, the source host must determine that the destination host's IP address is within the source's local network. The source will check its local IP-to-MAC address cache to resolve the destination IP address to a MAC address. If a matching entry is not found, the source will broadcast an ARP Request. The destination responds with a unicast ARP Reply so that end-to-end IP host communication may begin.



Note: One of the least attractive features of a bridged network is that broadcast packets (like ARP Requests) are flooded out of all interfaces and bridges in the entire network.

3.0  IP Host Communication in a Routed Network

While the deployment of routers in a network provides stability and broadcast firewall security, routers require the need to deploy hosts configured with IP addresses to fit the IP routing hierarchy.

3.1  Route Determination in a Routed Network

In traditional routed networks, hosts must have explicit knowledge of the routers in the network in order to communicate with hosts that are remote (not on their local network). Knowledge of routers in the network may be achieved through static configuration or dynamic routing protocols like the Routing Information Protocol (RIP). 



In this network environment, the host performs a route table search for the remote destination network. After finding a match, the host knows that it must transmit a MAC layer frame with the IP datagram as a payload to a next-hop gateway. The IP datagram contains the originating host's IP address as the source,  and the target IP address as the destination. The MAC layer frame envelopes the IP datagram with the next-hop gateway's MAC address as the destination, and the originating host's MAC address as the source in the header.

3.1.1  Subnetwork Masks

While some organizations route between multiple networks of the same or different IP address Class requiring only natural masks, other organizations route between logically defined subnets within a single IP network. In these subnetted networks, the hosts must be configured with the subnet mask which matches the logical subnet plan defined by the organization.



IP hosts in a subnetted network require the subnet mask to know that there are routers in the IP network breaking the network into smaller logical address spaces. Without the subnet mask, hosts in a single IP network would not know that they had to transmit IP datagrams to 

a router for forwarding to the ultimate destination on another subnet. Used in the route deter-mination process, the subnetwork mask identifies destination subnets for which the source must execute a route table search.

3.1.2  Routers, Hosts and Proxy ARP

A method used to minimize the router knowledge a host must have about a subnetted network is to configure the routers to run a special application called Proxy ARP. Enabling proxy ARP on the routers of a network allows the hosts to communicate without static or dynamic routing table knowledge while using the natural network mask for the IP class network.



By running proxy ARP on the routers of a subnetted network, each host can be configured with just the natural network mask. Each host thinks that all hosts in that single IP class network are local. Each host also believes that it can communicate directly with any des-tination using the destination's MAC address when framing the packet. Therefore, each host ultimately thinks that it may broadcast an ARP Request for the MAC address of all des-tinations within the local network address space—and believes the destination will return an ARP Reply.



When a source attempts to communicate with a destination for the first time, the source must broadcast an ARP Request. If the target host in the ARP Request does not reply and a router (running proxy ARP) knows that it has a route to the destination subnetwork, the router will respond with a unicast ARP Reply, directed to the ARP Requestor, with its (the router's) MAC address filled in for the target destination IP address. Thus, the router has answered the ARP request on the behalf of the destination "behind" it.



The source host will MAC-level address the IP datagrams to the router's MAC, thinking that it is the physical address of the true IP destination. In reality, the router receives the MAC frame, pulls out the payload (the IP datagram) and performs a lookup to determine if the IP datagram can be re-framed to the destination on one of its interfaces or if the IP datagram must be forwarded to another router in the path to the ultimate destination.



Using the proxy ARP mechanism, hosts are "fooled" into forwarding all packets destined for remote destination addresses to the router, which in turn, forwards the packets to the ultimate destination.

3.2  MAC Address Resolution in a Routed Network

In a routed network, the "router aware" hosts will perform MAC address resolution with the routers on their local networks and use the appropriate router's MAC address when communicating with a remote host. Whereas the hosts that are not "router aware" must be aided by routers running the proxy ARP application.



Network managers in some organizations do not like proxy ARP because they feel that it increases ARP request broadcast traffic since each host must ARP for each destination, re-gardless if the destination is local or remote. 



Some network managers feel that proxy ARP is a breach in network security, because the hosts do not require explicit knowledge of the routers in the network in order to communicate with remote hosts. SecureFast Virtual Networking solves the ARP request broadcast traffic problem because the SecureFast Packet Switches intercept the ARP requests and turn those into connection requests without flooding the broadcast.

4.0  IP Host Communications in a SecureFast Virtual Network

SecureFast Virtual Networking is a superior blend of bridged and routed systems which util�ize the best pieces of each to deliver a stable, scalable, secure, connection-oriented, high-bandwidth capable switching system. The SecureFast Virtual Network provides these inter-networking capabilities while also providing integral accounting and policy-based connection management for network accountability and security to the user level.



The SecureFast Packet Switches do not inflict any IP address hierarchy or location constraints for the assignment of IP addresses to hosts within the SecureFast Virtual Network. 



The SecureFast Virtual Networking system transforms each host's IP address from a location dependent, network layer address into a unique, location independent, end system identifier.



The single caveat is that the host's IP communication stack must think that it is attached to a completely flat network.



To maintain interoperability, the IP address space used within the SecureFast Virtual Net-work must comply with the configuration constraints of network layer devices attached to the edges of SecureFast Virtual clouds or domains. In other words, most routers will not allow a single network or subnetwork to be attached to more than one of its interfaces. Most routers will not allow a single network or subnetwork to span more than one of its interfaces.



Unlike routers, the SecureFast Packet Switches (SFPSs) in a SecureFast Virtual Network do not require the pre-configuration of network addressing per interface in order to forward frames. The SFPSs dynamically learn about the physical and logical address attributes of the end systems attached to their interfaces, MAC-level addresses and IP-level addresses,  respec-tively. The dynamically learned physical and logical address attributes of each end system are signaled up to the SecureFast Virtual Network Server (SFVNS). Through this signaling mechanism, the SFVNS learns the switch and switch port location of every end system in the SecureFast Virtual Network.

4.1  Solving the IP Requirements for SecureFast Switching

The single, fundamental requirement for totally transparent host to host communication in the SecureFast Virtual Network is that the hosts must believe that all IP destinations are "local" to them. Communication to all IP destinations must begin with an ARP Request or a unicast addressed packet transmission into the SecureFast Packet Switch. Since SecureFast  Switching treats end-to-end host communication as connections, the ARP Request or unicast addressed transmission implicitly becomes the Connection Request. To request a connection, the source host must broadcast an ARP Request or transmit a unicast addressed packet for  the IP destination regardless of the network or subnetwork address that each is associated with.



Making each host believe that all IP destinations are local to them can be accomplished by utilizing a configuration parameter inherent to most IP communication software stacks: the default gateway. The IP communication software must provide the ability to define the host's local IP address as the default gateway.

�TABLE 1



IP STACK�VERSION

TESTED�COMMENTS��UNIX-Based:����DEC Ultrix��ROUTE ADD NET DEFAULT “IP of Local Interface” 0��HP-UX��ROUTE ADD NET DEFAULT “IP of Local Interface” 0��IBM - AIX��ROUTE ADD 0 “IP of Local Interface” 0��SGI IRIX�4.11, 5.2�ROUTE ADD NET DEFAULT “IP of Local Interface” 0��Sun OS�4.1.3., 4.1.4�ROUTE ADD NET DEFAULT “IP of Local Interface” 0��Sun Solaris�2.4�ROUTE ADD NET DEFAULT “IP of Local Interface” 0������PC-Based:����DEC Pathworks for TCP/IP�5.0�Edit the PWTCP.INI file in the decnet subdirectory. Under the TCPIP section add: DefaultGWO=“IP of Local Interface”��FTP Software PC/TCP�2.3�Edit the PCTCP.INI file “Subnet Mask” entry to:�SUBNET MASK 0.0.0.0��IBM TCP/IP for DOS��*��IBM TCP/IP for OS/2�2.0�Edit the TCP/IP Configuration ROUTER entry in the TCP/IP Folder to:�ROUTER=“IP of Local Interface”��Microsoft TCP/IP 32�WFWG 3.11 Windows NT 3.5 Windows ‘95�Edit “Default Gateway” entry found in “Control Panel - Network - TCP/IP Protocol” to:

DEFAULT GATEWAY=“IP of Local Interface”��NCSA Telnet�2.3b1�Edit the CONFIG.TEL file “Netmask” entry to:

NETMASK 0.0.0.0��Netmanage Chameleon (TCP/IP and NFS)�4.01

4.5�NO SPECIAL CONFIGURATION REQUIRED

Edit  “default gateway” entry found in “Custom Icon-Setup-Default Gateway” to: “0.0.0.0”��Novell LAN Workplace DOS�4.1�*��SunSoft PC-NFS PRO�1.1�*��Trumpet Winsock�1.0 Rev B.20�NO SPECIAL CONFIGURATION REQUIRED��

*This communication software does not support a configuration option that allows a host to configure its local IP address as the Default Gateway.



For information on other IP stacks, contact Cabletron Technical Support at (603) 332-9400 or email support@ctron.com.

�By configuring each host in this way, the SecureFast Packet Switches will intercept all ARP Requests and signal up to the SecureFast Virtual Network Server (SFVNS) a Connection Request to the destination IP address on behalf of the source host. The SFVNS will resolve the IP destination to a MAC-level address and program a connection entry in each switch along the path between the source and destination hosts.



This same method, defining the host's local IP address as the default gateway, may be used to solve IP communication issues between hosts on the same physical wire when their IP ad-dresses are in different IP networks (i.e. two different Class C networks on the same wire without a router).



For a destination host whose network is not within the SecureFast Virtual Network, there must be a router or routers attached to the edges of the SecureFast Virtual Network which can forward packets to those destination networks. 



When the SFVNS receives the Connection Request from the SFPS, the SFVNS will perform a directory search for the destination host and determine that to reach the destination, the SFVNS must program a circuit between the source and a router attached to the edge of the SecureFast Virtual Network. The SFVNS will then provide the router's MAC-level address for the ARP resolution of the destination IP address. The source host will use the router's MAC-level address as the destination in the MAC header while preserving the true IP destination address in the enclosed IP datagram.

4.1.1  UNIX Platforms

On the UNIX operating systems, SunOS, Sun Solaris, SGI IRIX, DEC Ultrix and HP-UX, the following route command may be used to manipulate the routing table of the host for use in a SecureFast Virtual Network containing more than one IP network. The specific syntax of the route command to configure a host, running one of the operating systems listed above, for use in a SecureFast Virtual Network is:

route add net default <host’s local IP address> 0

This command states that the default gateway is the IP address of the host's local interface and the default gateway is local or zero hops away from the host. This will force all IP destinations to be considered local, even if destined for remote networks, which will cause an ARP Request to be broadcast from the source host. And as stated above, an ARP Request is an SFPS Connection Request.



On IBM/AIX, the route command syntax is a little different:

route add 0 <host’s local IP address> 0

The zero (0) after the "add" parameter is used in place of the "net default" portion used on the other UNIX platforms.

4.1.2  Microsoft Windows and NT Platforms

Microsoft NT and the Microsoft TCP/IP-32 package for Windows for Workgroups 3.11 support the configuration of the local host's IP address as the default gateway. In fact, after choosing to configure the software in this manner, the TCP/IP-32 package prompts the user with the following message: 





Microsoft TCP / IP��Setting the default gateway to your adapter’s IP address indicates that TCP / IP assumes that all networks are directly reachable on the local network.  Is this the intended behavior?��Microsoft NT allows you to configure your default gateway from the command line using the "route add net default" syntax. Both allow you to configure the default gateway via a GUI.

4.2  MAC Address Resolution in a SecureFast Virtual Network

MAC address resolution in the SecureFast Virtual Network is achieved without flooding the ARP Request broadcast throughout the network.



When a host transmits the MAC level broadcast ARP Request into a port on a SecureFast Packet Switch (SFPS), the SFPS intercepts the broadcast and signals a Connection Request to the SecureFast Virtual Network Server (SFVNS) on the requesting host's behalf.



The SFVNS ultimately performs the address resolution via a Directory Service database search and transmits the resolved address back to the SFPS. The SFPS performs the unicast ARP reply to the Requester on the behalf of the resolved host. The SFPS also transmits a unicast ARP Request directed to the resolved destination host to seed the destination host's IP-to-MAC cache with the source host's MAC and IP addresses. After these steps have been completed, bi-directional IP host communication may occur.

4.3  Route Determination in a SecureFast Virtual Network

While there are several configuration options for IP end systems in an ordinary routed network, the configuration recommendation described in section 4.1 (using the local interface as the default gateway) prevails as the simplest to deploy overall for hosts within a SecureFast Virtual Network.



The IP address schemes that may be deployed in conjunction with SecureFast Switching are described in order from least complex to most complex to solve. 



The key to the SecureFast Virtual Network is the interaction between SecureFast Virtual Network Server and the SecureFast Packet Switches which will maintain communication interoperability between hosts and routers regardless of the complexity of the IP addressing scheme.

 4.3.1  Single, Flat IP Class Network

A single, flat (non-routed, non-subnetted) IP Class Network within a SecureFast Virtual Net-work is the simplest scheme to administer.



Each host is configured with a host address using the IP Class Network prefix while utilizing the Network Class's natural, network mask. For example, a host within the 25.0.0.0 (Class A) network could be configured with the host address, 25.0.0.1 and the network mask, 255.0.0.0.



There is no need to configure subnet masks, default gateways or static routes on any of the hosts within this type of network because those options simply don't apply. All the hosts in this type of addressing scheme are automatically considered to be "local" to each other.



When the source host transmits an ARP request, address resolution occurs as in section 4.2.



In this IP address scheme, the SecureFast Virtual Network Server (SFVNS) provides switch path determination for the circuit between sources and destinations within the SecureFast Virtual Network.



4.3.2  Single, Flat IP Class Network Attached to Other IP Networks � via Routers

With routers and other IP networks attached to edges of a particular network, the hosts nor-mally must know which edge router(s) will get them to each of the other IP networks.



One configuration option deals with each host being configured with the router to "reach" these remote networks. This configuration assumes that there is only one way out – the default gateway. 



If the network infrastructure has more than one way out, the hosts may need to "know" dynamically about the network availability that the edge routers provide. Most UNIX workstations are able to determine network availability by "listening" to routing table advertisements from routers which use the Routing Information Protocol (RIP). 



The problem with RIP is that each router must periodically transmit MAC level broadcast packets containing a complete list of the networks that the router is a gateway to. These broadcasts are processed by all hosts attached to the physical medium. 



The other problem with dynamic routing protocols like RIP is that most PC IP stacks are unable to "listen" for this information-which requires PCs to be statically configured – defeat-ing the purpose of infrastructure redundancy and lowering network availability for PC users.



On the other hand, this IP addressing scheme is simple within the SecureFast Virtual Network. The easiest way to deploy a consistent solution across platforms, workstations and PCs alike, is to use the configuration recommended in section 4.1. This configuration makes each IP host believe that it may communicate with any IP destination without the assistance of an IP router. This configuration causes the host to transmit an ARP request broadcast packet for every IP destination. The SFPS intercepts the ARP request and the address reso-lution occurs as described in section 4.2.



If the SFVNS determines that an IP router is the best path to the IP destination, the resolved address transmitted to the SFPS by the SFVNS is the MAC address of that router.

4.3.3  Subnetted IP Class Network

In this scheme, the routers in the subnetted network are configured with a unique subnet num-ber on each interface. The hosts normally require a network mask that matches the subnet scheme and its use on each router's interface.



To migrate a routed, subnetted network to a SecureFast Virtual Network, you would replace the routed ports with SecureFast switched ports to increase the bandwidth performance between the desired subnets.



The hosts attached to the SFPS ports must use the natural mask for their network. The router port attached to the SFPS must be configured with the subnet addresses that have been combined in the SecureFast Virtual Network. This is often referred to as secondary IP addressing on a router interface.



When the hosts on the SecureFast switched ports attempt to communicate with hosts on the IP Class network, they will transmit an ARP Request. The host will transmit an ARP request to resolve the destination IP host's MAC address regardless of whether the destination is within the SecureFast Virtual Network or beyond a directly connected router.



The SFPS intercepts the ARP Request and address resolution occurs as described in section 4.2. If the destination is within the SecureFast Virtual Network, the SFVNS returns the actual MAC address of the destination. If the destination is on a subnet beyond a router, the SFVNS returns the MAC address of the router having the best path to the destination subnetwork. There is no need to enable proxy ARP on the router's port because the SFVNS will handle resolution to the router's MAC address.

4.3.4  Subnetted IP Class Network Attached to Other IP Networks� via Router(s)

This scheme is similar to the schemes described in sections 4.3.2 and 4.3.3.



As in section 4.3.3, the hosts attached to the SFPS ports must use the natural mask for their network and the router port attached to the SFPS must be configured with the subnet addresses that have been combined in the SecureFast Virtual Network.



As in section 4.3.2, the hosts must use the configuration recommendation described in sec-tion 4.1. This will allow the hosts in the SecureFast Virtual Network to broadcast ARP requests for hosts within their network and for hosts on other IP networks.



In either case, the SFVNS will know if the IP destination is directly addressable via its MAC address or if the IP destination is accessible via the MAC address of a router.

4.3.5  Multiple IP Class Networks

This scheme is solved similarly to the schemes described in sections 4.3.1 and 4.3.2.



As in section 4.3.1, the hosts use the natural mask for their network.



As in section 4.3.2, the hosts must use the configuration recommendation described in section 4.1. This will allow the hosts in the SecureFast Virtual Network to broadcast ARP requests for hosts with their network and to hosts on other IP networks.



In either case, the SFVNS will know the directly addressable MAC address for the IP des-tination regardless of whether the source and destination are within the same network or are on different networks.



After address resolution has been accomplished and the circuit has been programmed (See section 4.4.2 for details on programming circuits.) between the source and destination by the SFVNS, the hosts may communicate directly because they each believe that their interface is the gateway to all networks.

4.3.6  Multiple IP Class Networks Attached to Other IP Networks � via Router(s)

This scheme is solved similarly to the schemes described in sections 4.3.2 and 4.3.3.



As in section 4.3.3, the hosts attached to the SFPS ports must use the natural mask for their network. The router port attached to the SFPS must also be configured with the network addresses that have been combined in the SecureFast Virtual Network.



As in section 4.3.2, the hosts must use the configuration recommendation described in section 4.1. This will allow the hosts in the SecureFast Virtual Network to broadcast ARP requests for hosts within their network and for hosts on other IP networks.



In either case, the SFVNS will know if the IP destination is directly addressable via its MAC address or if the IP destination is accessible via the MAC address of a router.

4.4  SecureFast Switching — Packet Flow Walk-through

End-to-end host communication in the SecureFast Virtual Network can be described in four phases: Call Request, Call Setup, Data Transfer and Call Disconnect. These four phases will be described in detail in the following text with reference to Figure 3.



Figure 3 contains a SecureFast Switched Network with (6) SecureFast Packet Switches (SFPSs), a SecureFast  Virtual Network Server (SFVNS) and two hosts.

� 

Figure 3: A SecureFast Virtual Network example



Prior to a call being placed through the SecureFast Virtual Network, the switches in the network must discover their switch neighbors and the end point hosts. The SecureFast Packet Switches signal up to the SFVNS with the switch port that each switch neighbor and end point host is heard on. Upon receiving the signaled messages from the switches, the SFVNS adds each discovered switch neighbor to its topology of the virtual network and places each end point host into its directory service.



In the SecureFast Virtual Network, the SFPSs maintain the original source and destination MAC-level address framing while a packet traverses through the switching fabric. Meaning, there is no hop-by-hop re-framing of packets as in a routed network. 



In the SecureFast Virtual Network, the SFVNS maintains the topology of the switches between the end points and programs the shortest path of switches between the source and destination. After the call has been programmed into the switches along the path, the switches queue packets from the inbound port to the outbound port or ports associated with the call. Meaning, there is no hop-by-hop path determination seen normally in a routed network.



This packet flow walk-through assumes that host A has never communicated with host B be-fore. Meaning, host A's IP-to-MAC address cache does not have any entry for host B. 



In this example, host A will attempt a Telnet connection to host B.

4.4.1  Call Request

Host A begins the Telnet connection attempt to host B using the route determination process. 



First, host A must perform a bitwise AND of the destination address 192.11.21.5, with the source IP mask, 255.255.255.0. The result of the IP destination address and IP source mask bitwise AND is the destination network number 192.11.21.0.



Next, host A must perform a bitwise AND of its address, 199.32.81.7, with its mask. The result of the IP source address and IP source mask bitwise AND is the source network number, 199.32.81.0.



The source, host A, compares the destination network number, 192.11.21.0, with the source network number, 199.32.81.0, and determines that they are different. Therefore, host A con-siders host B to be remote and the two may NOT communicate directly on the local wire. Host A must perform a route table search to determine the next-hop gateway for the des-tination network 192.11.21.0.



After using the default gateway command which was described in section 4.1, A's route table will look like this:
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Host A's route table lookup of the next-hop gateway for the destination network, 192.11.21.0, will return the result of 199.32.81.7, because it is the default gateway. Host A knows that it is 199.32.81.7, which means that it can forward the IP datagram directly to the destination. Host A looks in its IP-to-MAC address cache and doesn't find an entry for 192.11.21.5. (Step 1) Host A will broadcast an ARP Request for 192.11.21.5's MAC-level address. 

�

The switch SFPS1 intercepts the broadcast ARP Request and looks inside the packet for the target IP address. (Step 2) SFPS1 signals a Connection Request to the SFVNS asking the SFVNS to connect the MAC-level address of host A to the target IP address. It should be noted that the broadcast ARP Request is not flooded throughout the SecureFast Virtual Network.



The SFVNS receives the Connection Request, resolves the target IP address to a MAC-level address and begins the Call Setup process.



4.4.2  Call Setup

The SFVNS Call Setup process includes Address and Location Resolution, Path Deter-mination and Policy Validation. If the Call Request passes validation, the SFVNS (Step 3) programs a connection entry into each switch (SFPS1, SFPS2, SFPS3) along the path between the source, host A, and the destination, host B. Each connection entry maps the MAC of host A and the MAC of host B to the correct in port and out port on each switch in the path.

� 

After the connection entries have been programmed into each switch along the path, the SFVNS (Step 4) sends a Connection Completed signal to the call originating switch (SFPS1). The Connection Completed signal includes the resolved MAC-level address for the destination IP address.

4.4.3  Data Transfer

The Call Originating Switch (SFPS1) prepares the source and destination hosts for data transfer by transmitting ARP packets. SFPS1 uses the resolved MAC address from the Connection Completed signal to (Step 5) transmit a unicast ARP Reply to host A on host B's behalf. Using the same resolved MAC address, SFPS1 (Step 6) transmits a unicast ARP Request to host B through the connection path on host A's behalf. 

�

Host A receives the unicast ARP Request and updates its IP-to-MAC address cache with B's IP and MAC addresses.

�

Host B receives the unicast ARP Request and updates its IP-to-MAC address cache with A's IP and MAC addresses. Host B discovers that A is requesting its MAC address and decides that it should reply. Host B performs its own route determination for the destination of the ARP Reply, host A. Through the bitwise ANDing for the destination and source networks, B will determine that the destination network 199.32.81.0 for the destination host 199.32.81.7 is not local.



Host B must perform a route table search to determine the next-hop gateway for the desti-nation network 199.32.81.0.



After using the default gateway command which was described in section 4.1, B's route table will look like this:
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�Host B's route table search of the next-hop gateway for the destination network 199.32.81.0 will return the result 192.11.21.5, because it is the default gateway. Host B knows that it is 192.11.21.5, which means that it can forward the IP datagram directly to the destination. Host B looks in its IP-to-MAC address cache and finds an entry for 199.32.81.7 from the unicast ARP Request  that was previously transmitted by the call originating switch (SFPS1) on host A's behalf.



Host B transmits a unicast ARP Reply to host A into SFPS3. SFPS3 checks the out port table for the connection entry associated with host B and host A's call,  queuing the packet to the correct out port. This process happens in each switch along the path.



Meanwhile, Host A transmits the unicast Telnet connection request to host B into SFPS1. SFPS1 then checks the out port table for the connection entry associated with host A and host B's call, queuing the packet to the correct out port. This process happens in each switch along the path.



(Step 7) All communication between A and B will flow on the established path for the duration of the call.

�



If any link or switch fails along the path, the SFVNS will automatically reprogram the connection mappings in the switches to create a new path for the call. This process is com-pletely transparent to the end points.

4.4.4  Call Disconnect

The Call Originating Switch maintains an idle timer for each call. If the switch does not receive a packet for the call within the idle timer, the switch will signal (Step 8) a Disconnect Request to the SFVNS. The SFVNS (Step 9) will then tear-down the call by clearing the connection mappings in each switch along the path (SFPS1, SFPS2, SFPS3). The SFVNS logs the call statistics from the Call Originating Switch (SFPS1) to the accounting database.

�

After the connection mappings in each switch along the path have been cleared and the accounting information has been saved, the SFVNS signals (Step 10) a Disconnect Complete message to the Call Originating Switch.



If the user on host A returns to the keyboard after the call has been disconnected and attempts to continue the Telnet session with host B, the call must be setup again beginning with the Call Request. If host A's IP-to-MAC address cache has B's MAC address, the first packet transmitted by host A will be a unicast Telnet packet directed at host B's MAC address. SFPS1 will intercept the unicast Telnet packet and look inside it for the destination MAC-level address.



SFPS1 signals a Connection Request to the SFVNS asking the SFVNS to connect the MAC-level address of host A to the MAC address of host B. The SFVNS receives the Con-nection Request for the two MAC addresses and begins the Call Setup process.

5.0  Advanced Topics – IP Multicast Support

The majority of today's desktop computing applications are based on communications between two hosts or point-to-point communications. However, an increasing number of multimedia applications that utilize IP multicasts to achieve communications from one host to many hosts, or from many hosts to many hosts, have been introduced to the marketplace. Examples of these point-to-multipoint, or multipoint-to-multipoint applications include LAN TV, and various desktop video conferencing systems.



IP multicast support in today's networks rely on Layer 3 Routers. These IP multicast Routers are responsible for maintaining tables of hosts belonging to a specific multicast group, as well as building distribution "trees" that essentially create a path from each sender to all receivers within that multicast group. Host subscription to, or withdrawal from, a particular multicast group is achieved by using the Internet Group Management Protocol (IGMP) to transmit a "join" or "leave" packet to the IP multicast-capable Routers.



Cabletron's SecureFast Virtual Networking will support point-to-multipoint, and multipoint-to-multipoint IP multicast data transmissions by "virtualizing" this Layer 3 Routing functionality. The SFVNS Call Management Services will dynamically maintain lists of hosts belonging to a specific multicast group, which will be called "multicast group call containers." The Virtual Routing Services capabilities of the SFVNS supports point-to-multipoint, or multipoint-to-multipoint connections within a SFVN.



How will the multicast group call containers be dynamically created? The SecureFast Packet Switches (SFPSs) will intercept IP multicast group "join" and "leave" IP multicast protocol messages to dynamically register end-stations into call containers. The SecureFast Virtual Network Server will then receive the dynamic registration signaling from the SFPSs for each IP multicast receiver and maintain a unique call container for each multicast group destination. The transmitter for a multicast group call container will be identified when it transmits the first packet destined for the multicast MAC address of the multicast group call container. When this occurs, the SFPS will determine that it does not have a call mapping in the SFPS ASICs to allow switching of these multicast destined frames. The SFPS then signals the request to join the multicast group to the SecureFast Virtual Network Server, which adds the transmitter to the switch maps for the multicast destination MAC address of the multicast group container. This is done once – the first time the multicast packet is received. All subsequent multicast packets from the transmitter are then switched in hardware at wire speed.

5.1  SecureFast Virtual Networking – IP Multicast Packet Flow              Walk-Through

The following packet flow walk-through describes how IP Multicast data transmissions will be supported in a SecureFast Virtual Network.



Hosts A, B, and C are assumed to be using a multimedia application capable of supporting point-to-multipoint, or multipoint-to-multipoint communications. Additionally, it is as-sumed that Hosts B and C have already transmitted an IP multicast group "join" message, and are members of a unique multicast group call container.

5.1.1  Call Request

Host A (Step 1) transmits a packet that is destined to the multicast address associated with the multicast group call container, to which Hosts B and C are members. SFPS1 intercepts the first packet, determines that it does not have a call mapping in its connection table to allow switching of the multicast destined frame, and (Step 2) signals a Connection Request to the SFVNS.

�The SFVNS will receive the Connection Request and determine which multicast group call container is associated with the destination multicast address of Host A's packet. The SFVNS will then add Host A's MAC address to the proper multicast group call container and begin the Call Setup process.

�

5.1.2  Call Setup

As stated previously, the SFVNS Call Setup process includes Address and Location Resolution, Path Determination, and Policy Validation. If the point-to-multipoint call between Host A and all other members of the multicast group call container passes validation, the SFVNS (Step 3) programs a connection entry into each switch along the path between Host A and all three receivers within the multicast group call container. Each connection entry maps the source (Host A) and destination (multicast address associated with the multicast group call container) to the correct in-port and out-port on each switch in the path.

�

After the connection entries have been programmed into each switch along the path (SFPS1, SFPS2, SFPS3, SFPS4, SFPS5), the SFVNS (Step 4) sends a Connection Completed signal to the call originating switch (SFPS1).

5.1.3  Data Transfer

SFPS1 receives the Connection Completed signal and checks the out-port connection table for the connection entry associated with Host A and the multicast address call. SFPS1 then retrieves Host A's original multicast packet from memory and queues the packet to the correct out ports. This same process is repeated in each switch along the path.



(Step 5) All subsequent multicast packets transmitted by Host A to that multicast address are switched in hardware, and will flow over the established path for the duration of the call.



If any link or switch fails along the path, the SFVNS will automatically reprogram the connection mappings in the switches to create a new path for the call. This process is completely transparent to the end-points.

�

5.1.4  Call Disconnect

The Call Originating Switch (SFPS1) maintains an idle timer for each call. If the switch does not receive a packet for the call within the idle timer, the switch will (Step 6) signal a Disconnect Request to the SFVNS. The SFVNS (Step 7) will tear-down the call by clearing the connection mappings in each switch along the path (SFPS1, SFPS2, SFPS3, SFPS4, SFPS5). The SFVNS then logs the call statistics from the call originating switch (SFPS1) to the accounting database.

�

After the connection mappings in each switch along the path have been cleared and the accounting information has been saved, the SFVNS (Step 8) signals a Disconnect Complete message to the call originating switch.



This IP multicast packet flow walk-through describes how a point-to-multipoint call is established within a SFVN. It should be noted that a point-to-multipoint connection is only programmed by the SFVNS when a member of a unique multicast group call container transmits its first packet to a valid multicast MAC address. New point-to-multipoint connections will be established incrementally as additional members within the multicast group call container transmit their first packet. Each time a new member transmits its first packet, a new point-to-multipoint call will be setup again, beginning with the Call Request.

SecureFast Virtual Networking – In Conclusion

You can think of SecureFast Virtual Networking as an integrated hardware/software solution that will be delivered to customers via three distinct parts: a SecureFast Virtual Network Server, SecureFast switches and SecureFast management applications. With these elements operating in unison, SecureFast Virtual Networking is essentially able to take the physical transport or connectivity components of the network and integrate them tightly with the management platform to create a cohesive automated system. Under this system, the SecureFast Virtual Network Server communicates with the SecureFast switches, automatically setting up and breaking down connections between workgroups and individual users, while SecureFast management applications distributed throughout the enterprise provide easy-to-use, point and click human interfaces into the automated network.



A typical SecureFast Virtual Networking environment may encompass multiple technologies and devices from various vendors, including ATM switches, LAN switches and intelligent modular hubs spread out over many departments or divisions within a company. SecureFast Virtual Networking is flexible and scalable enough to be implemented across most every switching setup. 



Four of the services SecureFast Virtual Networking offers are:



Virtual Routing Services – Configure and reconfigure workgroups regardless of user location or protocols. Also provide for firewalling and broadcast traffic control when needed.



Policy Services� – Rules assigned to each user dictating what they can and can’t connect to. Policies stay with users even if they move to another workgroup or office.



Call Management Services – Ensure a safe connection between users by automatically redi-recting traffic in the event of a failure in original path.



Call Accounting Services – Keep track of all connections on a per-user level including time of call, who it was placed to, and amount of data transmitted.



The services of  SecureFast Virtual Networking illustrate how Cabletron Systems is increas-ing the bottom-line functionality of the network, turning it into a more strategic business asset for companies as they head into the next century.
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Virtual Networking with Cabletron's SecureFast Packet Switching (SFPS)                        
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